The (In)visibility of Psychodiagnosticians’ Expertise

MICHAEL SCHULTE-MECKLENBECK1,2*, NANON L. SPAANJAARS3 and CILIA L. M. WITTEMAN3
1Department of Business Administration, University of Bern, Switzerland
2Max Planck Institute for Human Development, Berlin, Germany
3Behavioural Science Institute, Radboud University, Nijmegen, Netherlands

ABSTRACT

This study investigates decision making in mental health care. Specifically, it compares the diagnostic decision outcomes (i.e., the quality of diagnoses) and the diagnostic decision process (i.e., pre-decisional information acquisition patterns) of novice and experienced clinical psychologists. Participants’ eye movements were recorded while they completed diagnostic tasks, classifying mental disorders. In line with previous research, our findings indicate that diagnosticians’ performance is not related to their clinical experience. Eye-tracking data provide corroborative evidence for this result from the process perspective: experience does not predict changes in cue inspection patterns. For future research into expertise in this domain, it is advisable to track individual differences between clinicians rather than study differences on the group level. Copyright © 2015 John Wiley & Sons, Ltd.

Additional supporting information may be found in the online version of this article at the publisher’s web-site.

KEY WORDS eye-tracking; diagnostic decision making; experience; clinical psychology

The role of expertise in diagnostic decision making has been studied for nearly four decades. One set of results provides evidence that more experienced clinicians are more competent in applying categorization rules and, thus, making better classifications than novices (Brammer, 2002; Kim & Ahn, 2002). Another set of studies shows evidence that there is no substantial difference in the accuracy of diagnostic decisions (e.g. Ægisdóttir et al., 2006; Garb, 1998; Strasser & Gruber, 2004; Witteman & Van den Bercken, 2007). In these studies, experienced clinicians typically showed relatively low levels of accuracy in diagnosing mental disorders (Brailey, Vasterling, & Franks, 2001), yet they were overconfident about the accuracy of their choices (Croskerry & Norman, 2008; Hogarth, 2010; Menkhoff, Schmeling, & Schmidt, 2013). Spengler et al. (2007) performed a meta-analysis of published work on diagnostic accuracy and concluded that there is a reliable but small effect (d=0.12) in favour of experienced over less experienced clinicians.

Of course, the accuracy of a decision is only one side of the issue. Even if experienced clinicians’ accuracy is only slightly higher than that of novices, it seems reasonable to assume that how this group decides—that is, how they process information—is influenced by their experience. It has indeed been shown that decision-making processes change with experience (Elstein & Schwartz, 2002). Medical clinicians with more experience seem to use more encapsulated knowledge and to make their decisions faster than novices do (Schmidt & Rikers, 2007). Importantly, little is known about how mental health clinicians’ cognitive processes change with experience, except that their memories become less detailed and more abstract than those of novices (Brailey et al., 2001; Witteman & Tollenaar, 2012).

To our knowledge, the present study is the first to use eye-tracking methods to evaluate clinical psychologists’ decision making processes (for an overview of process tracing methods see Schulte-Mecklenbeck, Küblerger, & Ranyard, 2011a, 2011b). Eye-tracking might thereby provide a unique method for evaluating differences between novice and experienced participants. First, process tracing methods that rely on verbal utterances, for example, thinking aloud (Ranyard & Svenson, 2011; Russo, Johnson, & Stephens, 1989), might give less objective results, because more experience leads to more encapsulated knowledge (Schmidt & Rikers, 2007), which is harder to verbalise. This would favour novice clinicians, who would find it easier to say what they think, over experienced clinicians. Second, a meta-analysis of eye-tracking studies in the medical domain shows that this may be a promising avenue to find experience-related differences: more experienced doctors were found to have shorter fixation durations, more fixations on task-relevant areas and fewer fixations on task-redundant areas than novices (Gegenfurtner, Lehtinen, & Säilä, 2011)

We investigate experience-related differences between novice and experienced clinical psychologists by comparing not only the accuracy of their diagnostic decisions (i.e. decision outcomes) but also their processes of information acquisition (i.e. decision processes), using eye-tracking.

Hypotheses

For decision outcomes, we hypothesized—based on the meta-analytic findings of Spengler et al. (2007)—that experienced clinical psychologists would be more accurate than novices in diagnosing cases. Furthermore, we expected that experienced clinicians would overestimate their number of correct responses more often than novices would (Croskerry & Norman, 2008).

For decision processes, we hypothesized that experienced clinical psychologists, like their colleagues in other medical
domains, would make decisions faster than novices (Schmidt & Rikers, 2007). Likewise, in line with findings in the medical professions, we expected experienced mental-health clinicians to have longer dwell times on task-relevant (diagnostic) information and shorter dwell times on task-redundant (nondiagnostic) information, relative to novices (Gegenfurtner et al., 2011).

METHOD

Participants
Participants (50 participants: 29 novice; 2 men; 24.6 years; SD = 2.3 years and 21 experienced; 6 men; 38.1 years; SD = 9.6 years; see the Supporting Information for details) were recruited through a convenience sample and received €10 as a show-up fee. The novices were master’s students with no professional experience apart from a clinical internship included in their degree course. The experienced clinicians had an average of 11.1 years (SD = 7.8 years; Mdn = 11 years; range: 2–26 years) experience in the profession; they worked either in private practice or in an institute for mental healthcare in the Netherlands.

Materials
In each trial, participants were presented with eight symptoms and asked to choose which of two mental disorders they best matched. Of the eight symptoms presented in each trial, the number of diagnostic criteria is ranged from one to four (see Supporting Information for details of how the stimulus material was selected and the eye-tracking data were recorded).

Procedure
Clinicians first completed a computerized questionnaire (Inquisit, 2009) assessing their experience in the profession. All participants then received instructions about the task and the stimulus setup and were calibrated with the eye tracker. In the main diagnostic task, participants were asked to indicate, as soon as they were certain of their decision, which of two diagnostic labels (see Supporting Information for details) best fit the case information by pressing a key on either the left (“A”) or the right side (“L”) of the keyboard. Participants were instructed to do this task as quickly and accurately as possible, but no time limit was imposed. When participants finished the 22 trials, the eye tracker was removed, and they were asked how many of their classifications they thought were correct (Gigerenzer, Hoffrage, & Kleinbölting, 1991). Each trial was then shown again, in a different fixed randomized order, and participants were again asked to decide which diagnosis was applicable, but without their eye movements being tracked. On average, the experiment was completed in 45 to 60 min.

RESULTS

Outcome analysis
Accuracy
We evaluated accuracy (number of correctly identified diagnoses) at T1 and T2. On average across the 22 trials, the experienced clinicians made 66% correct decisions at T1 and 65% correct decisions at T2. Averaging the z-transformed correlations per person between T1 and T2 resulted in $z = 0.46$ for the experienced group. A similar picture emerged in the novice clinician group, with 63% correct decisions at T1 and 65% correct decisions at T2. On average, novices were more consistent than experienced clinicians, with $z = 0.58$. Comparison of the z-scores revealed that there was no significant difference between novices and experienced clinicians in their accuracy ($z = -0.58$, $p = 0.56$).

We estimated a multilevel logistic regression predicting correct response with “participants” and “tasks” as random intercepts, and “expertise” (experienced versus novice) and “number of diagnostic cues” (one, two, three or four) as fixed effects. The interaction term for “expertise” and “number of diagnostic cues” was also included as a fixed effect. Neither expertise, $b = 0.29$, 95% confidence interval [0.35, 0.93], nor number of diagnostic cues, $b = 0.07$, 95% CI [−0.46, 0.61], resulted in a significant effect. The interaction between “expertise” and “number of diagnostic cues” also showed no significant effect, $b = -0.24$, 95% CI [−0.56, 0.06]. We conclude that neither experience nor number of diagnostic cues is predictive of number of correct responses in the classification task.2

Process analysis
On average, participants fixated 29 times, $SD = 16$ times, on the eight cues and two disorders (see Figure S1 in the Supporting Information), which took them on average 15 s, $SD = 9$ s, per trial.

As Figure 1 shows, when fewer diagnostic cues were available (one or two), more time was spent on diagnostic than on nondiagnostic cues. When the number of diagnostic cues was higher (three or four), this difference diminished. Importantly, we found no difference in dwell time as a main effect or as an

1All of the following analyses were conducted using a mixed-model approach with the lmer and glmer functions of the lme4 package (Bates, Maechler, Bolker, & Walker, 2014).

2See the Supporting Information for details of a calibration analysis of experienced versus novice clinicians, indicating that there is no difference between over- and underconfidence in choices between groups.
interaction with the factors tested above (i.e. expertise and number of diagnostic cues).

We estimated a multilevel regression predicting dwell time with “participants” and “tasks” as random intercepts and “expertise” (experienced versus novice), “diagnosticity” (diagnostic versus nondiagnostic) and “number of diagnostic cues” (one, two, three and four) as fixed effects. The interaction term for “expertise”, “diagnosticity” and “number of diagnostic cues” was also included as a fixed effect. We found no effect of expertise on total dwell time, or number of diagnostic cues, or number of diagnostic cues. Diagnostic cues were looked at significantly longer than nondiagnostic cues (diagnostic: M=2012 ms, SD=1554; nondiagnostic: M=1530 ms, SD=1220 ms, b=0.61, 95% CI [0.48, 0.72]). A significant interaction was found between diagnosticity of cues and number of diagnostic cues, b=−0.18, 95% CI [−0.23, −0.12], indicating that the difference on dwell time between diagnostic and nondiagnostic cues is lower with fewer cues.

Next, we investigated whether task completion times differed for correct and incorrect responses and how these patterns changed over time. We estimated a multilevel regression predicting task completion time with “participants’” and “tasks” as random intercepts and “expertise” (experienced versus novice), “correctness” (correct versus incorrect response) and “task position” (from 1 to 22) as fixed effects. The interaction term for “expertise”, “correctness” and “task position” was also included as a fixed effect. Task position was significant, indicating that the average time spent on a task decreased significantly across the 22 trials, b=−0.29, 95% CI [−0.50, −0.09], from an initial 15.2 s, SD=1.1 s, in task 1 to 7.8 s, SD=4.3 s, in task 22 (Figure 2). Neither expertise, b=0.88, 95% CI [−1.63, 3.39], nor number of correct response, b=−0.56, 95% CI [−1.72, 0.60], or any other of the interactions resulted in a significant effect.

**Choices and dwell time on diagnostic information**

To evaluate whether there is a difference between experienced and novice clinicians in the attention to diagnostic versus nondiagnostic items, we calculated the diagnostic gaze proportion. This measure follows the biased sampling analysis reported in Ashby, Dickert, and Glöckner (2012). It is the proportion of dwell time spent on diagnostic cues relative to the overall dwell time on diagnostic and nondiagnostic cues.

As Figure 3 shows, the average diagnostic gaze proportions for the two groups, experienced clinicians and novice clinicians, were similar, regardless of whether responses were correct or incorrect or overall performance high or low. The centres of the two distributions are shifted upwards, above the 0.50 ratio, indicating overall more attention to diagnostic than nondiagnostic cues, regardless of response quality (correct versus incorrect).

To qualify this observation, we estimated a multilevel regression predicting diagnostic gaze proportion with “participants” and “tasks” as random intercepts and “expertise” (experienced versus novice), “correctness” (correct versus incorrect response) and “performance” (high versus low) as fixed effects. The interaction term for “expertise”, “correctness” and “performance” was also included as a fixed effect. We found a significant main effect of “correctness”, b=0.04, 95% CI [0.01, 0.06], indicating that, for correct responses, a higher diagnostic gaze proportion resulted. Neither “expertise”, b=0.01, 95% CI [−0.001, 0.04], nor “performance”, b=0.008, 95% CI [−0.02, 0.04], or any of the interactions

---

3To account for skewness of the dataset, we use log-transformed dwell times as a dependent measure in all the analyses reported here. All tests were also run with the number of acquisitions (i.e. fixations) as a dependent measure, rendering the same results.

4The diagnostic gaze proportion is calculated as follows: first, we normalized gaze duration on diagnostic and nondiagnostic cues by the number of cues in each task giving us four difficulty levels (1, 2, 3 and 4 diagnostic and 7, 6, 5 and 4 nondiagnostic, respectively). For this normalized gaze duration, we then calculated the proportion of dwell time spent on diagnostic cues relative to the overall dwell time on diagnostic and nondiagnostic cues for each participant, for each task.

5Performance was calculated based on a median split on correct responses separately for experienced and novice clinicians.
resulted in a significant effect. This indicates that none of the predictors, except correctness of the response, explained the lack of difference in gaze proportion between the two groups.

**DISCUSSION**

Tracey, Wampold, Lichtenberg, and Goodyear (2014) recently raised the question whether expertise in psychotherapy is an “elusive goal”. This question was motivated by the observations of many decades of research on the failure of more experienced groups to outperform novices. We add a new perspective to this question by using eye-tracking data to investigate the diagnostic decision processes of clinical psychologists with different levels of experience. Our outcome hypothesis—that clinicians’ decisions would become more accurate with experience (Spengler et al., 2007)—was not supported by our data. To our surprise, consistency between the diagnostic decisions made during eye-tracking and shortly afterwards, in a second round of testing, was low in both groups. Given such low correlations, participants must have switched both from correct to incorrect diagnoses and vice versa. Calculations of diagnostic accuracy on a group level may therefore be misleading (see Limitations in the Supporting Information).

We had also expected calibration to be poorer for experienced clinicians, who we predicted to be overconfident in their choices (Einhorn & Hogarth, 1978; Friedlander & Phillips, 1984; Garb, 1986). In fact, both groups showed the same level of overconfidence (see Supporting Information for details). Experienced clinicians did not become any more confident in their diagnoses, which points to some awareness of their diagnostic abilities (or lack thereof).

With respect to the process data, we had expected experienced clinical psychologists to be faster in their judgements and more focused on task-relevant, diagnostic cues. However, we found that experienced clinicians did not differ from novices in how they acquired information. Both groups looked at diagnostic items longer than at nondiagnostic items, indicating at least some insight into the quality of the cues. Contrary to our expectations, experienced clinicians and novices had the same gaze patterns. Likewise, the two groups did not differ in the correspondence between the diagnostic gaze proportion and the quality of their responses. In conclusion, our results did not support the hypothesis that experienced clinicians’ decision making is guided by more experience-based, encapsulated processes than is novices’.

What could be reasons for such a result? First, we turn to accuracy: it is possible that the more experienced clinicians felt pressure to be very accurate in their choices, which caused them to repeat steps, leading to slower overall search performance (Andersson, 2004). This interpretation is in line with previous results (Horne et al., 2009; Huang & Kuo, 2011) showing that when participants were told to be as accurate as possible, their eye-tracking data resulted in longer fixations. Another reason why more experienced clinicians were slower could be that they were older. Age and experience were confounded in our sample with a correlation of \( r(27) = 0.90, p = 0.001 \); thus, longer decision times in more experienced, that is, older participants, might simply reflect longer processing times and potentially a decline in working memory (Peters, Hess, Västfjäll, & Auman, 2007).

Second, our task setup might contribute to the divergence from results in the literature on choices and dwell differences. Our analysis of choices and dwell time was motivated by two related results: (i) the finding that items that have been looked at for longer also have a higher probability of ultimately being chosen (Krajbich, Armel, & Rangel, 2010); and (ii) the finding of an increase in gaze length at the chosen option right before choice (gaze cascade effect: Shimojo, Simion, Shimojo, & Scheier, 2003). We did not replicate these finding; one explanation could be that, in our task, eight cues pointed to either of two diagnoses (Figure S1). Participants thus looked at cues before they finally looked at their ultimately chosen option. In the previously cited studies, but not in ours, the to-be-fixedated options are identical with the to-be-chosen options. Such gaze biases and gaze cascades are much weaker in our setup with to-be-fixedated cues and to-be-chosen options.

**Outlook**

First and foremost, we wish to emphasize that our data say little about the value of psychotherapy or about experience-related differences in the treatment process. Rather, our focus is on a specific subtask at the beginning of the clinical process: the diagnostic classification. We chose a presentation format that allowed us to use the eye-tracking method, realizing that, in practice, clinical psychologists will not be presented with symptoms on a computer screen but with a description of symptoms in verbal or text format. However, clinical psychologists do have to give their patients’ symptoms a diagnostic label, which is required for health insurance purposes (e.g. a Diagnostic and Statistical Manual of Mental Disorders classification is required in the Netherlands; ZorgWijzer.nl, 2014). It therefore seems relevant that practising clinicians are able to perform this decision task well. Research has also shown that presenting short clinical vignettes is a valid method for measuring conclusions in health assessments (Peabody, Luck, Glassman, Dresselhaus, & Lee, 2000). Of course, one may doubt the validity of the diagnostic labels themselves (e.g. Frances, 2013; Frances & Widiger, 2012), but such a discussion is beyond the scope of our study.

With increasing pressure on healthcare budgets, clinical psychologists are being held more and more accountable for their judgments—for their diagnostic classifications as well as for their assessment and treatment decisions (Wood, Garb, Lilienfeld, & Nezworski, 2002). They are increasingly expected to be scientists as well as practitioners, and their assessments are expected to be reliable, valid and to have proven treatment utility (Nelson-Gray, 2003). As our results show, there is certainly room for improvement here (Garb, 2005; Tracey et al., 2014; Vollmer, Spada, Caspar, & Burri, 2013).

Tracey and colleagues (2014) concluded that psychotherapy is a profession without any expertise, as therapists do not seem able to benefit from experience. We do not lay the blame on clinicians but explain this finding by stressing the difficulties inherent in the profession: having to work with...
dynamic stimuli, lacking predictability and with no or ambiguous feedback to learn from (compared with Shanteau, 1992; Weiss & Shanteau, 2004). The clinical psychology domain differs from other domains such as weather forecasting or insurance analysis in allowing only limited competence because of its changeable properties with an inter-judge agreement of no more than 0.40 (Shanteau, 2000). The possibility of developing expertise is thus, at least partly, domain dependent and, in clinical psychology, hard to accomplish.

Our findings that consistency of diagnostic quality is low and that calibration varies considerably on the individual level independent of expertise also indicate that a focus on individual differences is warranted. Indeed, it might be advisable to focus on individual differences between clinicians rather than on years of experience, as proposed by Shanteau and Weiss (2014; Witteman, Weiss, & Metzmacher, 2012).

We believe that eye-tracking data offer insight into predecisional information search processes, allowing research questions that go beyond simple measures of outcome accuracy or thinking aloud data. In this study of clinical psychologists’ diagnostic decision making, they unfortunately did not help producing findings that cast light on the expertise of clinical psychologists, which thus far still remains invisible.

ACKNOWLEDGEMENTS

We thank the incredible Sussannah Goss for editing this paper and for being the awesome person she is.

REFERENCES


Inquisit 3.0.4.0 [Computer software]. (2009). Seattle, WA: Millisecond Software LLC.


